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Abstract
This chapter starts with a brief essay that reminds us of the nature of statistical 
modeling and its inherent limitations. Statistical modeling encompasses a wide 
range of techniques with different levels of complexity. We limit this chapter 
mostly to an introductory-level treatment of some techniques that have gained 
prominence in epidemiology. For more in-depth coverage and for other topics we 
refer to other didactical sources. Every health researcher is likely, at some point 
in her career, to make use of statistical smoothing techniques, logistic regression, 
modeling of probability functions, or time-to event analysis. These topics 
are introduced in this chapter (using Panel 24.1 terminology), and so is the 
increasingly important topic of cost- effectiveness analysis.

24.1 The Nature of Statistical Modeling

Some teachings of the ancient Greek philosopher Plato can be interpreted nowadays 
as meaning that the essence of learning is modeling. Ideas and concepts are 
ways and tools of thinking about the complex realities we all try to make sense of. 
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This is true whether the complex information comes to us in the form of a storm of 
impressions and sensations, or carefully collected data in a research study. In each of 
those cases there is a vital need to model i.e. to reduce, recognize a pattern, summarize 
that pattern and classify it, so as to be able subsequently to communicate rapidly, compare, 
predict, react and…learn to survive. To stretch the point, the ‘professional survival’ 
of the epidemiologist or biostatistician depends on the ability to model data. At the most 
basic level, each measurement value is a model of the observation. At a further level, 
still very basic, a median or a mean are nothing but models that describe a set of data.

Panel 24.1 Selected Key Concepts and Terminology in Statistical Modeling

Beta coefficient In a linear regression equation, the slope coefficient of an 
independent variable, expressing the estimated change in the value of the 
dependent variable for a unit increase of the independent variable in question; 
In case the independent variable is categorical, the beta coefficient can 
be seen as the mean difference of the dependent variable between each 
category of the independent variable.

Covariates Variables entered in the regression model as independent variables
Dependent variable Outcome variable in a regression model
Explanatory variable A determinant as represented in a statistical model
Extraneous factors Factors that need to be controlled for in the study of a 

determinant – outcome relation by introducing them as covariates in a 
model of that relation

Independent variable In a regression analysis, a variable that independently 
determines (‘predicts’) the dependent variable i.e. independently from the 
effect of other independent variables in the model

Indicator variable A categorical variable with two categories
Interaction term A product term of two independent variables included in 

a linear regression model for the study of effect modification
Intercept Value of a dependent variable when all independent variables 

take the value zero (Syn: alpha coefficient)
Least squares regression methods Regression analysis methods that base 

the estimation of the regression parameters on minimization of the sum of 
the squared residuals around the regression line

Linear regression Regression analysis using methods that are based on the 
assumption of a linear relationship between the dependent variable and the 
independent variables; ‘Linear relationship’ (syn. Linear trend) meaning 
that each unit increase in each independent variable corresponds to a fixed 
increase in the continuous dependent variable

Logistic regression Linear regression of the natural logarithm of the odds 
for the outcome on independent variables

(continued)
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Multicollinearity The presence of highly correlated independent variables 
in a multiple regression resulting in difficulty in estimating the independent 
effect of these variables

Multiple linear/logistic regression A linear/logistic regression involving a 
model with several independent (explanatory) variables (See: linear/logistic 
regression analysis)

Parsimonious regression model A regression model that only includes 
independent variables that contribute substantially to the explanation of the 
outcome variable

Poisson regression Linear regression of the natural logarithm of the incidence 
rate on independent variables

Prevalence modeling Development and validation of a regression model in 
which the dependent variable is a prevalence (as empirically observed in a 
series of groups)

Product term See: Interaction term
Regression coefficients Intercept and beta coefficients
Residuals Differences between observed values of the dependent variable 

and those predicted by the regression model
Simple linear regression Regression analysis using methods that are based 

on the assumption of a linear relationship between the dependent variable 
and one independent variable

Stepwise multiple regression A multiple regression in which candidate 
independent variables are entered (forward) or removed (backward) one at 
a time based on chosen criteria for their contribution to explaining overall 
variance of the dependent variable

Trend Modeled shape of relation

Panel 24.1 (continued)

When reflecting on these very basic forms of modeling one can already understand 
one of its fundamental characteristics: statistical models are by nature simplifying 
summaries, ‘reductions’, and there can be various degrees of simplification or 
‘smoothing’, with more smoothing implying less well fitting models. At a slightly 
higher level of modeling we find, for example, the Gaussian distribution (Normal 
distribution) function, which models the frequency behavior of many phenomena 
under the form of a simple mathematical function of a mean and a standard deviation. 
The importance is not that Gauss recognized and described this shape of distribution 
in the data he was working with. The importance lies in the fact that this general 
form, this theoretical model, seems to fit reasonably well with frequency data of 
various sources. It is recognized as being a general shape applicable to many 
situations, with variable ad-hoc means and standard deviations.

Statistical modeling is done both in statistical estimation and statistical testing. 
When the same general shape of frequency distribution is thought to fit two different 
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groups of ad hoc data, say data from a group of males and from a group of females, 
one basis is present for parametric statistical testing. Even in non-parametric 
(‘distributional assumption-free’) statistical testing modeling is done, since for each 
non-parametric test it is assumed that there is ‘a statistic’ that is able to capture 
(model) the degree of discrepancy between two frequency distributions. Thus, sta-
tistical estimation and statistical testing, the topics of the two previous chapters, can 
both be seen as based on statistical modeling.

One level up from simple distributions and their comparisons, linear and logistic 
regression models, frequently used in epidemiology, try to give a useful summary 
description of the relationship between a dependent and one or more independent 
variables. And there are higher levels of statistical modeling. At each level the challenge 
is to find a balance between model parsimony (smoothing) and model fit, a balance 
to be chosen, among others, upon considerations of usefulness, be it usefulness for 
summarizing in an understandable way, for testing, or for predicting. This balance 
may depend on the particular case and purpose. To clarify this point: a single median 
may be sufficient as a very rough but simple (unsmoothed but parsimonious) model 
of the distribution of a set of data. In another instance, a more complex, very well 
fitting, mathematical function may be needed to describe the same data’s distribution. 
Particular paradigms for statistical modeling in epidemiology tend to differ according 
to the main types of studies.

24.2 Describing and Comparing Trends

In epidemiology one frequently obtains repeated estimates (e.g. repeated prevalence 
estimates, means and standard deviations) for the same target population over time. 
Or, one obtains these estimates across levels of another variable such as across suc-
cessive age categories. For the description of these findings the following questions 
are commonly asked: Is there a trend and what is the shape of the trend? Is it a linear 
or a non-linear trend? Is the trend increasing or decreasing? Is the non-linear trend 
asymptotically flattening off towards a plateau value?

24.2.1 Linear Trends

Simple linear regression is often used to examine and depict a linear trend between 
two numerical variables. This is illustrated in Fig. 24.1.

24.2.2 Non-linear Trends

Non-linear modeling is typical in pharmacokinetic studies, for example studies 
looking at plasma levels, clearance rates, and adherence studies of accumulated 
substance concentrations levels in hair or nails. Non-linear modeling is also com-
mon in ecological studies and in case series studies.

J. Van den Broeck et al.
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A range of smoothing methods is available to depict non-linear trends. With all 
these methods it is possible to choose a degree of smoothness. Some are now easily 
accessible even in standard spreadsheet applications such as Excel. Commonly used 
statistical smoothing methods include:
• Moving average methods – This is a family of smoothing techniques characterized 

by the fact that each observed value is replaced with the weighted mean of a set 
of values that includes a specified number of successive values preceding and 
following the original value as well as the original value itself

• Fitting of polynomials – This method preserves continuous covariates as con-
tinuous (without categorizing) and transforms them to the nth order of power or 
degree while fixing the current functional forms of all other covariates. All com-
binations of powers are fitted and the ‘best’ fitted model is obtained

• Cubic spline fitting – Cubic splines are curves consisting of a series of third- order 
polynomials smoothly attached together
When different smoothing methods are applied to the same data, they can produce 

rather different looking trend lines, especially when the number of repeat estimates 
is low. We illustrate this using an example from a hypothetical ecological study 
that obtained repeated estimates of tuberculosis incidence in a number of calendar 
years (Fig. 24.2).

The examples in Fig. 24.2 illustrate two important points about smoothing methods 
and trend lines. First, it is clear that when the raw data are sparse and looking at the 
pattern (‘visual smoothing’) does not suggest a smooth underlying pattern (only 
8 time points and a hectic visual pattern in the example) great differences in trend 
lines can be obtained with different smoothing methods. Secondly, when there are 
missing data points in between estimates, the trend lines shown can be very biased. 
Also note that the shape of the curve is particularly under the influence of the 
extreme points on the time scale (‘edge effect’) and that the flatness of the curve 
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Fig. 24.1 An example of a linear trend line estimated by simple linear regression
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Fig. 24.2 Hypothetical data from a biased ecological time trend study. In Panel A and Panel B 
two different smoothing methods are used to describe a time trend in incidence of tuberculosis. 
Each diamond represents incidence in a single year period. Incidence rates in in-between years are 
unknown but an assumption was made that the pattern seen in the sampled years would be adequate 
enough to approximately describe the true underlying trend. In Panel C, the same 4th degree polynomial 
fitting method is used as in Panel B but after addition of two extra data points
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depends not only on the chosen degree of smoothing but also on how far the Y axis 
is stretched. An additional problem with the ecological study data of Fig. 24.2 is that 
precision of the estimates in the different years is not shown. In some of the years 
precision may be much higher than in other years. The use of weighting during 
smoothing can allow for the fact that precision may be different for different estimates 
at different age/time points. Finally, when interpreting trend lines from ecological 
time trend studies one should always consider the possibility of bias resulting from 
changing measurement methods over calendar time.

24.2.2.1 Growth Diagrams
So far we have mentioned and illustrated situations where a single trend line (e.g. a 
line representing successive means, prevalence estimates or incidence rates or 
ratios) is assumed to adequately capture the central tendency of the age or time 
changes. However, non-linear trends in entire distributions can also be of interest, 
for example for the construction of age-sex dependent reference values of labora-
tory or anthropometrical data (See also: Panel 24.2). In such studies the challenge is 
indeed to obtain accurate and precise estimates for the extremes of the distribution, 
not only the central tendency. Describing age trends in continuous variables can also 
be of interest merely for the description of sample characteristics.

Two categories of methods exist to describe trends in entire distributions of 
continuous variables: those that are based on distributional assumptions and 
those that are not. We will not expand on the latter. Among the former, Box-Cox 
power- exponential modeling has become one of the major methods and was applied, 
for example, in the WHO-MGRS study (Borghi et al. 2006). In situations where 

Panel 24.2 Terminology Related to Growth Modeling

Growth diagram A graph of the age or time trend in the distribution of a 
continuous variable representing a constitutional characteristic, displaying 
lines that represent selected centiles or Z scores

Growth modeling Construction of a model for the distribution of a variable 
as a function of a time variable

Growth reference A graphical and/or tabulated and/or statistical model based 
representation of the (usually smoothed) age/time dependent distribution of 
a continuous variable representing a constitutional characteristic, considered 
useful as a reference to score and classify individual measurement values 
as to their position within the distribution

Growth standard A growth reference considered to be normative i.e.  
representing the limits of what is considered normal or healthy (for example, 
in anthropometry a growth standard is considered to represent the distribution 
of growth unconstrained by illness or malnutrition)

24 Statistical Modeling
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kurtosis is of no concern, which is very often the case in growth studies, the LMS 
method is simpler to apply than Box-Cox power-exponential modeling (Cole and 
Green 1992). We recommend using the Growth Analyzer package for easy and 
widespread implementation of this method (Growth Analyzer 2009), for example 
for the description of sample characteristics. As an example, Fig. 24.3 shows a body 
mass index by age diagram constructed using this application.

24.2.3 Comparing Trends

In ecologic time-trend studies one often compares trend lines of exposure levels and 
outcome frequency by plotting them on the same graph. The construction of this type 
of graphs requires taking into account the latent period between first exposure and 
illness detection. The exposure curve needs to be lagged by the average latent period. 
Figure 24.4 illustrates this. This lagging is also needed before analyzing correlation.
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Fig. 24.3 A body mass index-for-age distribution constructed with the LMS method and cubic 
spline smoothing using the Growth Analyzer package (Reproduced from Francis et al. 2009)
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24.3 Logistic Regression Analysis

In epidemiology logistic regression is used frequently in the analysis of several types 
of studies, including and most commonly in cross-sectional studies, case–control 
studies and other etiologic studies. In this section we first introduce the basic statistical 
aspects of the commonly used binary logistic regression models (omitting the more 
rarely used ordinal and polytomous logistic regression). Next we give practical 
advice on how a typical and simple logistic regression analysis is performed in an 
etiologic epidemiological study.

24.3.1 Binary Logistic Regression Models

The use of logistic regression requires that the outcome is a categorical phenomenon, 
and the technique is therefore classified under categorical data analysis tech-
niques (e.g., Thinkhamrop 2001). Indeed, in epidemiology the outcomes are often 
 categorical, more specifically binary (e.g. presence of disease or disease outcome: 
yes/no). The use of binary logistic regression analysis assumes that exposure 
variable and covariates are linearly related to the ln-odds of the binary outcome. 
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That assumption is usually a fair one. The basic model is thus of a general linear form. 
It is called a simple logistic regression model:

Simple Logistic Regression Model

 ln odds a bx( ) = +  (24.1)

Where:
ln = natural logarithm
odds = odds of outcome = p/(1 − p)
x = exposure variable
a = intercept (also called alpha coefficient)
b = slope coefficient (also called beta coefficient)

Note that in the basic model the dependent variable is a transformation of 
the outcome variable. That transformation is also called a ‘logit-transformation’: 
ln (p/(1 − p)).

In the basic model “a” and “b” are coefficients whose values are to be estimated 
from the data. Such estimation amounts to “fitting the model” to the data. The “b” 
coefficient, further called the beta coefficient, represents the size of the effect of the 
x variable (the exposure variable). It represents the change in logarithm of the odds 
associated with a one-unit change in x. The coefficient “a” is a fitted constant, also 
estimated from the data, representing the logarithm of the odds for a person with 
x = 0 (unexposed).

The main reason for the success of logistic regression in epidemiology is that the 
estimated beta coefficient can be transformed into an odds ratio by simple 
 exponentiation i.e. by raising the natural number e (~2.71) to the power of the beta 
coefficient: odds ratio = eb. The reason for this is explained in Textbox 24.1.

Textbox 24.1 The Exponent of the Beta-Coefficient Is a Point Estimate  
of the Odds Ratio

Basic model: ln odds a bx( ) = +

For the exposed (x = 1): ln odds a bexp( ) = +

For the unexposed (x = 0): ln odds aunexp( ) =
Thus: b a b a odds odds= +( ) - = ( ) -ln ln ( )exp unexp

Thus: b
odds

odds
= ln ( )exp

unexp

Thus: b odds ratio= ln ( )
Thus: odds ratio eb=

J. Van den Broeck et al.
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This odds ratio can be roughly interpreted as a relative risk of the disease 
outcome for a one-unit change in x (when the disease outcome is not common). 
This interpretation is more correct the rarer the outcome is. For example, in a case–
control study of the effect of previous smoking (yes/no) on lung cancer an odds ratio 
of 9 could be roughly interpreted as meaning that the risk of lung cancer in smokers 
is 9 times the risk in non-smokers. When the outcome is common, however, the 
odds ratio always overestimates the relative risk. In such case, the interpretation of 
odds ratio as relative risk should be cautious (Zhang and Yu 1998).

When additional independent variables are introduced in the logistic model (these 
additional variables are called ‘covariates’; they represent other exposures and/or 
confounders), the assumption is still that each of these covariates is linearly related 
to the logit of the outcome. And, again, this assumption can be considered fair in 
most circumstances. The model is then called a multiple logistic regression model:

Multiple Logistic Regression Model

 ln odds a( ) = + + +¼+b x b x b xk k1 1 2 2  (24.2)

Where:
odds = odds of outcome = p/(1 − p)
p = probability of the outcome
x

1
 = exposure variable of main interest

x
2
 to x

k
 = covariates, representing additional exposures and confounders

a = intercept (also called alpha coefficient)
b

1
 to b

k
 = slope coefficients (also called beta coefficients) representing the 

independent effects of the corresponding x

Importantly, each beta coefficient represents the size of the independent effect of 
the corresponding x variable. When fitting the model to the data, each estimated eb 
will now be an odds ratio that can be roughly interpreted as a relative increase in 
risk of disease associated with a one-unit change in the corresponding variable x, 
independently of confounders or other exposures in the model. Therefore any odds 
ratios obtained from this multiple logistic regression analysis can be called ‘adjusted 
odds ratios.’ Indeed, multiple logistic regression analysis is an approach to adjust 
for confounding effects of other variables (See: Chap. 22).

Confidence intervals can be obtained for the (adjusted) odds ratios, based on the 
standard errors for the corresponding beta coefficients, which the model-fitting 
method yields automatically. In multiple logistic regression analysis one can test the 
statistical significance of each variable’s contribution to the overall model fit, by 
testing whether the corresponding beta coefficient is statistically significantly different 
from zero. A Wald type test is used for this purpose (See: Chap. 23). One can also test 
for modification of the effect of x

1
 by x

2
. This is done by: (1) creating a new variable, 
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x
3
, as the product of x

1
 and x

2
; (2) fitting a model which contains the independent 

variables x
1
, x

2
, and the product term x

3
; (3) determining the size and  statistical 

significance of the coefficient b
3
, which reflects the magnitude of effect modification. 

In the situation where the main aim is not assessing the relative outcome risk but 
prediction, confounding and testing of effect modification are not usually of interest. 
Thus, the investigator should be clear about the main objective before fitting the 
model, whether there is a risk factor assessment goal (with or without an interest in 
effect modification), a prediction goal (Kleinbaum and Klein 2002), or both.

24.3.2 How to Do a Logistic Regression Analysis

This sub-section looks at logistic regression analysis from a process point of 
view so as to guide the novice analyst through a simple and typical analysis in a 
step-by-step fashion.

Panel 24.3 lists the commonly needed steps, which are elaborated on below.

Step 1: Dataset creation and initial exploration
The analysis starts with taking a look at the analysis plan as foreseen in the study 
protocol (See: Chap. 13) and carrying out the preparatory steps of data extraction, 
computation of derived variables, exploration of univariate distributions, final data 
cleaning (See: Chap. 20), and arranging access to a functional statistical analysis 
package. One reminds oneself of the basic statistical choices that were made e.g. 
about what type of interval estimates will be obtained; typically, this will be 95 % 
confidence intervals obtained from the standard error of the estimated beta coefficient. 
The measurement level of each foreseen study variable should be clearly identified 
(See: Chap. 5). Of uttermost importance is checking if the outcome variable is 
truly binary.

Panel 24.3 Logistic Regression Analysis in Ten Steps

• Step 1: Dataset creation and initial exploration
• Step 2: Crude analysis
• Step 3: Deciding which confounders to adjust for
• Step 4: Examining effect modification
• Step 5: Avoiding model over-fitting and addressing multicollinearity
• Step 6: Further model reductions
• Step 7: Assessing model adequacy
• Step 8: Obtaining the final point and interval estimates
• Step 9: Summarizing the findings
• Step 10: Interpreting the findings

J. Van den Broeck et al.
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Step 2: Crude analysis
The analysis plan foresaw one or several exposures of interest and these may have 
different measurement levels. Continuous exposure variables can be used in logistic 
regression but using them as such only makes sense if the variable is more or less 
linearly related to the outcome. This needs checking at this point, perhaps by cate-
gorizing the variable and plotting the probability of outcome for each category. If it 
appears that the relation has a clear U-shape, J-shape or another non-linear shape, 
then the inclusion in the model as a continuous variable becomes problematic 
because the effect estimate of the exposure will tend to be diluted. There are two 
main options to solve the problem. First, some power transformation may be applied 
to the exposure variable (See: Chap. 13) and this new variable can be used as such 
or added as an additional exposure variable. Second option is to categorize the con-
tinuous variable into a number of categories carrying contrasting outcome frequen-
cies. One category will then be chosen as the reference category and all other 
categories as index categories of the exposure.

With the exposure variables appropriately defined as above, one proceeds to the 
stage of crude (i.e. unadjusted) analyses of the relation between exposures and out-
come. This step is also called ‘bivariate analysis’ as each time only one exposure 
variable is related to the one outcome variable and thus only two variates are 
involved. Crude analysis may use:
• Exposure odds ratios obtained from simple 2 × 2 tables, interpretable, when the 

disease is rare, as an approximation of crude relative risk of disease (For the 
calculation see: Chaps. 2 and 22)

• Odds ratios obtained from single-predictor logistic regression analysis. With this 
method the point estimate of the odds ratio is the exponent of the estimated beta 
coefficient and confidence intervals are calculated as in the box below

• With case–control designs that use a suitable sampling scheme for the controls 
and with the single etiologic study it is possible to obtain direct estimates of 
crude relative risk or crude incidence rate ratio (See: Chap. 22)

• Chi-square test are sometimes used for crude analysis of binary exposures in 
genetic studies

Confidence Interval for the Odds Ratio Obtained by Logistic Regression

95 1 96% . *CI e SE= ±b

Where, produced by the statistical package:
b = estimate of the beta coefficient
e = the natural number (~2.71)
SE = standard error of the estimated beta coefficient
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Step 3: Which confounders to adjust for?
The crude odds ratios or incidence rate ratios obtained in step 2 may in fact represent 
some mixing of effects with extraneous factors (also called third factors or con-
founders) i.e. they may be distorted by confounding. The analysis plan foresaw a 
number of confounders to be measured and used for adjustment during analysis. 
Now it comes to making a final decision as to exactly what variables should be 
adjusted for in the multiple logistic regression analysis. This task can be approached 
by considering the following four questions:
Question-1: – Was the factor considered a potential confounder in the study protocol?
• Some factors are already known to be confounders of the relationship under 

study, and must therefore be further considered
• Some factors are known to be intermediates in the causal chain (mediators) and 

not confounders, and must not therefore be further considered as confounders
Question-2: – Were any potential confounders forgotten in the study protocol?
• New literature on risk factors may have become available since the time the 

study protocol was written; This is a frequent issue in studies with a prospective 
study base

• When trying to identify confounders one should look extra carefully for potential 
confounders that belong to the same ‘type of exposure’ as the exposure under 
study. For example: other nutritional factors, other risk behaviors, other environ-
mental contaminants, et cetera…(Miettinen 1985)

• If any ‘new’ potential confounders are identified, where they measured in the 
study? If not, is there a proxy available?

Question-3: – Was the suspected confounder not already controlled for by design?
• The general rule is that one should not control for characteristics for which 

restriction or matching was successfully applied
Question-4: – Did the factor actually act as a confounder?
• There is no need to adjust for factors that did not act as confounders
• Some of the factors that were considered initially may unexpectedly turn out to 

be very rare. Perhaps only one or a few participants exhibited the potentially 
confounding characteristic. In this case the confounding effect is likely to be 
small and it can be an option to assess the effect of excluding these participants’ 
data from the analysis and discuss this in the presentation of the data

• There are two ways of checking whether a variable actually had a confounding 
effect. The first is to check if the factor complied with the well-known confounding 
criteria (See: Chap. 2). The second way is called ‘the distortive impact approach’. 
Both approaches are described successively below
To check confounding criteria the first question is whether the third factor inde-

pendently predicts the outcome. To answer this, one can examine the relationship 
between third factor and outcome in an analysis among the unexposed that adjusts 
for other confounders. This analysis should be done in the unexposed only, to avoid 
confounding or mediation by the exposure. If a relationship is found then the first 
criterion for confounding is satisfied. Secondly, to have acted as a confounder, the third 
factor must be associated with the exposure. If the distribution of the third factor is 
different across levels of the exposure then the second criterion for confounding is 
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fulfilled. Note that a strong confounder does not need much imbalance to exert its 
confounding effect and therefore statistical testing is not useful in this situation. If 
in doubt, one should control in the analysis. The third criterion is that the third factor 
should not be an intermediate of the effect of the exposure on the outcome. Although 
methods of mediation analysis exist, the assessment of this third criterion can often 
be done using common sense judgment considering the prevailing conceptual 
framework around the topic.

The distortive impact approach checks the extent to which, for example x
2
, con-

founds the association between x
1
 and disease outcome, comparing the outcome 

parameter estimate (the value found for the odds ratio, relative risk or incidence rate 
ratio) for x

1
 in two models: one which includes x

2
, and one which omits x

2
. If these 

estimates are similar, then x
2
 is not an important confounder. Usually when there is 

confounding, the effect estimate will become closer to the null effect (closer to 1) 
after adjustment in analysis. This means there was positive confounding. If the out-
come parameter estimate completely returns to the null effect after control, then the 
crude effect was entirely due to confounding by the third factor. When the outcome 
parameter estimate shifts further away from the null effect after adjustment in anal-
ysis, this means there was negative confounding.

In this section we take it for granted that, after selecting the variables to control 
for confounding, multiple logistic regression analysis is the chosen method to do so. 
However, remember that, to control for confounding, an alternative to multiple 
logistic regression analysis is stratified analysis with pooled estimation (See: Chap. 22). 
That method is now rarely used in practice because of frequent problems of lack of 
sample size in individual strata. Knowledge of illnesses has progressed so much 
that more and more risk factors are known for each illness or illness outcome. 
Consequently, a large number of confounders often have to be adjusted for in etiologic 
studies and this can make the use of stratified analysis inefficient or impossible; the 
number of (sub-) sub-strata becomes too large. Consequently, multiple logistic 
regression analysis has become one of the major statistical methods in etiologic 
research. Yet, if stratified analysis is feasible it can be good to use it alongside 
multiple regression analysis and check the consistency of the findings.

Step 4: Examining effect modification
After deciding which confounding factors to adjust for, it can be good to examine 
effect modification (See: Chap. 2: Basic concepts in epidemiology) by some of 
the covariates. This means examining how the strength of the exposure-outcome 
relation (the value of the odds ratio) depends on the levels of the covariates. We can 
examine this by including ‘product terms’, a.k.a. ‘interaction terms’ into the model 
and examining the beta-coefficients of these product terms. A product term is a 
multiplicative form of two or more variables. For example, the model can include 
the following independent variables: x (exposure variable), z (covariate), and x*z 
(product term). When doing this, the variables that form the interaction/product term 
are also included in the model as single terms. Interaction terms usually only concern 
two variables (the exposure and one covariate). Product terms incorporating 
more than two covariates lead to odds ratios that are very complicated to interpret. 
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In addition, the more interaction terms are included in the model, the more likely 
there will be problems of multicollinearity (next paragraph), hence, instability of 
the model. Thus it is recommended that the number of interaction terms should 
be kept to a minimum. Examination of effect modification can be considered 
if there is a rationale that a particular covariate might modify the strength of the 
exposure-outcome relation and if there is an interest in showing this.

Step 5: Avoiding model over-fitting and addressing multicollinearity
Up to this step, we have defined a full model that contains all covariates that could 
possibly affect the outcome and may remain in the final model. These covariates 
include all potential confounders identified in Step 3 and perhaps one or two interaction 
terms identified in Step 4. It is possible to include too many variables. Two  common 
situations indicate a need to reconsider the number of covariates in the model.

The first is a situation in which the full model contains too many covariates relative 
to the amount of information (sample size and number of outcome events) in the 
sample. This is a cause of model over-fitting, also called over-parameterization. 
This is characterized by the fact that relatively high values of the dependent variable 
are over-estimated and relatively low values of it are underestimated. Thus, in studies 
where regression models are used to derive probability functions (See: Sect. 24.4), the 
predicted values will be biased when there is model overfitting. To recognize whether 
overfitting is present one can use the following rule of thumb (Miettinen 2011a):

Model Over-Fitting

Models are considered to be over-fitted if:

0 05
1

.
*

<
-( )

P

N p p
s

Where:
P

s
 = number of parameters in the model

N = sample size
p = proportion of individuals with the outcome

The approach to handling model overfitting may be a reduction of the number of 
covariates (for example by a decision to forego examination of effect modification; 
also see below for model reduction strategies to address multicollinearity). 
Alternatively, one can apply ‘shrinkage techniques’ to the model (in Step-8), 
for example by using the leave-out-one method (not further discussed). A third 
approach could be to aim for pooled analysis with data from similar studies in a 
meta-analysis.

A second problem can arise when there is multicollinearity i.e. strong correlation 
among covariates. This is a cause of model instability: the beta coefficient can change 
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dramatically in response to small changes in the model or in the data. The more 
multicollinearity there is the greater will be the standard errors of the beta- coefficients. 
Multicollinearity misleadingly inflates the standard errors. The confidence interval 
of the beta coefficients will tend to be too wide and the P-value of Wald tests falsely 
large. In practice the existence of multicollinearity is often examined by checking if 
any two covariates have a correlation that exceeds a correlation coefficient of 0.8. 
However, that is only a rough method. Textbox 24.2 describes a more detailed 
examination method.

The following are approaches to handle multicollinearity:
• Carefully select covariates to enter into the model; avoid redundancy
• It may be possible to derive a new variable based on two or more related vari-

ables then use this variable for modeling. For example, in the model we may 
want to use only body mass index which is derived from height and weight

• Use factor analysis or some other methods such as propensity scoring to create 
one scale from many covariates. Then use this variable for modeling

• In the process of model fitting, add multicollinearity-potential covariates into the 
model, then consider dropping the one that is less important in terms of the stan-
dardized beta-coefficient. If all covariates are important to the model, it is better 
still to keep it in the model but one needs to realize that multicollinearity is pres-
ent and be aware of its consequences

• If an interaction term was added into the model ‘centering methods’ can reduce 
multicollinearity. By centering, we transform the original continuous variable to 
be the difference between its mean and the original value

Textbox 24.2 Methods for Recognizing Multicollinearity

The following can be signs of multicollinearity:
• Two or more covariates measuring conceptually the same thing are 

included in the model, a.k.a. covariates redundancy
• Large variance inflation factor (VIF = 1/(1 − R2), where R2 is the coefficient 

of determination of a beta coefficient of a covariate on all other covariates; 
A VIF of 10 or above indicates a multicollinearity. This is equivalent to a 
Tolerance, defined as 1/VIF, of 0.1)

• Drastic changes of the beta coefficients when a covariate is entered or 
removed or when a subset of data is used

• A large condition number (an index of the global instability of the beta 
coefficients). A condition number of 30 or more is an indication of model 
instability

• A high correlation coefficient as indicated in a pair-wise correlation matrix 
among all covariates; A coefficient of 0.8 and higher requires further inves-
tigation for multicollinearity

• Significant results of an overall Chi-square test whereas none of the indi-
vidual Wald test were significant

24 Statistical Modeling



468

Step 6: Further model reductions
So we have defined a full model that should be free from overfitting and less likely to 
have multicollinearity issues. Before assessing model adequacy and deriving the final 
estimates there can be another preparatory step. There may be a need to reduce the 
number of covariates so that a more ‘parsimonious’ model is achieved. That is, a model 
that only contains the covariates that provide important information about the outcome.

In most circumstances, the full model is the final model. All covariates are essential 
for the model and no further reduction is required. This is common in etiologic studies 
and in randomized controlled trials where there is a factor of main interest: the 
exposure or the treatment, and a well-defined set of factors to adjust for. However, 
such studies may have an additional interest in developing ‘prediction models’ (See: 
next section). In such analyses there is no factor of main interest, and the full model, 
when it contains many covariates, may benefit from further model reduction. The 
same applies to prognostic studies primarily set up with the specific aim of develop-
ing a prediction model or forecasting model (See: Chap. 6, Sects. 6.6.1 and 6.6.2).

The procedure of model reduction involves a strategy for comparing relevant 
models, based either on testing significance of the covariates, or on a comparison 
of estimates of the error variances, or on a comparison of the changes of the beta 
coefficient between the model with and without the covariates under assessment. 
There is no single method that is overall satisfactory; hence, a combination of these 
methods is recommended.

With ‘backward elimination’ variables are sequentially removed from the full model. 
At each step, the variable showing the smallest contribution to the model is removed 
or eliminated. To illustrate this, a backward elimination is described in Textbox 24.3.

Step 7: Assessing model adequacy
It is essential to assess model adequacy to assure that valid inferences can be made 
from the estimated beta coefficients. To do this, regression diagnostics need to be 
obtained first. This includes examination of residuals, leverage, and influence statis-
tics, which we will not discuss further. Note that regression diagnostic plots can be 
useful for identifying observations that cause a problem to the model fitting. After 
examining these diagnostic statistics, one should assess the model goodness-of-fit. 
This examines how well the model describes the observed data and can inform 
about how sensitive the model is to certain individual observations. The most com-
mon method is the Hosmer- Lemeshow goodness-of-fit test (See: Chap. 23).

Step 8: Obtaining the final point and interval estimates
Once the final model is achieved, one can obtain the estimated values of the odds 
ratios. This can be obtained directly from the output of the statistical package. In a 
situation where there is an interaction effect, the odds ratio needs to be calculated 
separately according to subgroup of the effect modifier.

Step 9: Summarizing the findings
One should report the results of bivariate analyses to inform readers regarding 
evidence about potential confounders, multicollinearity, departure from linear 
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trend, and number of observations for each category of the covariates. Results of 
multivariable analysis are then presented. Usually these are presented as tables. 
Presentation as a forest plot is also possible.

Step 10: Interpreting the findings
For common pitfalls of interpretation we refer to Chap. 27. Also note that many 
interpret the odds ratio as if it is a risk ratio without taking into account that the 
odds ratio tends to overestimate the risk ratio when the outcome is common or 
when there is a strong association between the covariates and the outcome. When 
internal validity is high it can be relevant to interpret the magnitude of the odds 
ratio by comparing it with a meaningful level of association. As the rule of thumb, 
an odds ratio of 3 indicates a strong association (Tugwell et al. 2012). In the 
situation where there is an interaction effect, we report that the association between 
the variable of main interest on the outcome depends on the third variable – the 
effect modifier. Then we interpret the odds ratio separately for each subgroup of 
the effect modifier.

Textbox 24.3 A Backward Elimination Method

 1. Fit the full model and obtain the log-likelihood of the current model, to be 
used as the reference for comparison with a subsequent reduced model.

 2. Examine the Wald statistics of all interaction terms, if any, and select the 
term with the highest P-value for removal.

 3. Fit the reduced model (without the term having the highest Wald test 
P-value), then calculate the Likelihood Ratio test. A rule of thumb is that if 
the term is significant with a P-value of less than 0.05 then it cannot be 
deleted, otherwise, the reduced model without that term is the one to be 
used for the next step. Repeat the process until no more interaction term is 
eligible for removal. If any interaction term is to be retained, all variables 
forming such term are not eligible for removal.

 4. Examine the Wald statistics for all individual terms that are not a component 
of an interaction term retained in the previous step, if any, and then select 
the variable that is the least contributing to the model, i.e., the one with the 
largest Wald test P-value, to be the candidate for removal.

 5. Fit the reduced model without the selected variable and calculate the like-
lihood ratio test. Follow the process of variable elimination described 
under 3. Repeat the processes until no more variable is eligible for removal.

Note: For the Likelihood Ratio test, one needs to examine the sample size being used to 
estimate the coefficients in each model while performing model reduction. If the sample 
size of each model being compared differs by a large amount of observation due to missing 
values, then the Likelihood Ratio test is not valid.
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24.4 Probability Functions

24.4.1 Types and Uses of Probability Functions in Medicine

Probability functions are constructed frequently in support of clinical prognostication 
and for forecasting of population burdens. These are the main and best known current 
uses of probability functions in medicine (See: Chaps. 4 and 6). This alone would 
be a sufficient reason to devote a section on probability functions in the present 
chapter. However, the role of probability functions extends well beyond its main 
current use. They also have some role in diagnostic, etiologic and intervention- 
prognostic studies, both in the realm of clinical medicine and community medicine 
(See: Chap. 6). In support of clinical practice, for example, Miettinen (2011b) pro-
poses the construction and use of three types of ‘Gnostic Probability Functions’ 
(Miettinen 2011b: Up from Clinical Epidemiology and EBM). The three types of 
functions address the probability of an untoward event happening in the course of 
an illness, of an illness being present, or of a risk factor having played a causal role, 
as a function of prognostic, diagnostic or etiognostic indicators, respectively. They 
are therefore called:
• Diagnostic Probability Functions (DPF)
• Etiognostic Probability Functions (EPF)
• Prognostic Probability Functions (PPF)

In simple terms, the main tasks of a doctor are to tell the patient about the diagnosis, 
how the illness likely came about and what the prognosis is, with or without treatment. 
Appropriately fitting probability functions can be helpful for each of these tasks, 
not the least because probability functions constitute a quantitative approach that 
allows taking the specific individual patient profile into account when estimating 
the probabilities. Therefore, the modeling of DPF, EPF and PPF deserves some 
further introduction.

24.4.2 Diagnostic Probability Functions

Diagnostic probability functions model the probability of a particular illness 
being present in a presenting patient as a function of diagnostic indicators, which 
include components of the risk profile (e.g., socio-demographic factors) and of 
the manifestation profile (e.g., symptoms, signs, and test results). DPF can be 
incorporated into software that allows users to estimate diagnostic probabilities for 
presenting patients (Miettinen 2011b). Such functions also provide for the evaluation 
of new diagnostic tests. This can be done, among others, by comparing the predictive 
abilities of functions with and without the test result added as a predictor variable 
(Miettinen 2011a, b).

A DPF must be constructed with the purpose to apply to a specified type of 
presenting patients. In other words, there must be a restriction to a particular target 
population. For example, a DPF may help with the diagnosis of pneumonia in 
children presenting with cough and fever. The modeling uses multiple logistic 
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regression, after which the fitted logistic regression model is transformed into a 
‘risk function’:

Construction of a Diagnostic Probability Function

Step-1:
Using multiple logistic regression we model:

 ln odds a( ) = + + +¼+b x b x b xk k1 1 2 2  (24.2)

Where:
odds = odds of the illness being present = P/(1 − P)
x

1
 to x

k
 = indicators of the risk profile and the manifestation profile

a = intercept and b
1
 to b

k
 = beta coefficients of the corresponding x

Step-2:
We transform the fit model into a probability function:

Probability of the patient having the illness = P

 P =
+ - + + +¼+( )

1

1 1 1 2 2e a b x b x b xk k
 (24.3)

Where:
e = the natural number (~2.71)

Two types of practical approaches are available for the fitting of DPF. A first 
option is to study a large sample of presenting patients whose profile fits with the 
definition of the target population (e.g. children presenting with cough and fever), 
gather information about risk profile and manifestation profile of each patient, and 
also about the later rule-in diagnosis made with gold standard methods. Another, 
often more efficient, type of approach, is to use a method similar to the method of 
Miettinen et al. (2008), further developed in Miettinen (2011b), which is based on 
giving expert diagnosticians a variety of hypothetical patient profiles and asking 
them to attach a probability of the illness to each of these fictitious scenarios.

24.4.3 Etiognostic Probability Functions

In clinical medicine, etiognostic probability functions express the probability of a 
particular exposure having played a role, given the patient’s etiognostic profile. 
The etiognostic profile of the patient includes (1) other known risk factors than the 
exposure of main interest, and can also include (2) non-causal factors acting as 
effect modifiers and (3) specifics about the subtype of illness (Miettinen 2011b).
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These functions can be constructed using data from observational etiologic studies. 
In essence, etiologic studies produce causal rate ratios (e.g. adjusted incidence rate 
ratio, adjusted odds ratio, adjusted relative risk or adjusted prevalence rate ratio). 
However, effect modification can alter these causal rate ratios. To make statements 
about what the probability was that a particular exposure causally acted in a particular 
patient, knowledge is needed about how the causal rate ratio depends on factors in 
the etiognostic profile. Once the applicable causal rate ratio for the particular patient 
is identified, the etiognostic probability for an individual patient is calculated as an 
attributable fraction (Miettinen 2011b): 

Probability of the exposure having played a causal role in the particular 
patient = P

c

 Pc

CRR

CRR
=

-1
 (24.4)

Where:
CRR = Causal rate ratio (value applicable to the particular patient to be estimated 
using the model described below)

The modeling of the causal rate ratio itself is also described in Miettinen (2011b). 
Briefly, in studies where an incidence risk or prevalence rate is compared between 
exposed and unexposed the modeling involves the following:

 Step-1:
Using multiple logistic regression we model:

ln odds a( ) = + + +¼+
Exposed k kb x b x b x1 1 2 2

Where:
odds = odds of the outcome being present among the exposed
x

1
 to x

k
 = indicators of the etiognostic profile

a = intercept and b
1
 to b

k
 = beta coefficients of the corresponding x

Step-2:
Using multiple logistic regression we model:

ln odds a( ) = + + +¼+
Unexposed k kb x b x b x1 1 2 2

Where:
odds = odds of the outcome being present among the unexposed
x

1
 to x

k
 = indicators of the etiognostic profile

a = intercept and b
1
 to b

k
 = beta coefficients of the corresponding x
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Step-3:
From steps 1 and 2 we define a function for the causal rate ratio (CRR) as:

CRR =
+
+

- ( )

- ( )
1

1

e

e

Odds exp

Odds unexp

ln

ln

Where:
e = the natural number (~2.71)

In studies where the outcome is an incidence density the modeling involves:

 Step-1
Using Poisson regression we model:

 ln rate a( ) = + + +¼+
Exposed k kb x b x b x1 1 2 2  (24.5a)

Where:
Rate = numerical value of the incidence density among the exposed
x

1
 to x

k
 = indicators of the etiognostic profile

a = intercept and b
1
 to b

k
 = beta coefficients of the corresponding x

Step-2
Using Poisson regression we model:

 ln rate a( ) = + + +¼+
Unexposed k kb x b x b x1 1 2 2  (24.5b)

Where:
Rate = numerical value of the incidence density among the unexposed
x

1
 to x

k
 = indicators of the etiognostic profile

a = intercept and b
1
 to b

k
 = beta coefficients of the corresponding x

Step-3
From steps 1 and 2 one we define a function for the causal rate ratio (CRR) as:

CRR e= ( ) - ( )ln lnrate exp rate unexp

Where:
e = the natural number (~2.71)

24.4.4 Prognostic Probability Functions

Prognostic probability functions model the occurrence of a defined outcome event as 
a function of prognostic profile indicators. In clinical medicine the outcome event can 
be the occurrence of an illness or a particular outcome of an illness. The prognostic 
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profile includes client/patient characteristics present at the time the prognosis is made, 
and aspects of personal history up till that moment. The occurrence probability 
of the outcome is studied:
• Either for a single defined period of time, or, for multiple points in prognostic 

time (smooth or segmented)
• Conditional on surviving

When the aim is to know about the event ‘ever happening’ in a defined time span, 
the modeling can use multiple logistic regression analysis, after which the fitted 
model is transformed into a prognostic probability function (a ‘prediction model’):

Construction of a Prognostic Probability Function

Step-1:
Using multiple logistic regression we model:

ln( )odds a= + + +¼+b x b x b xk k1 1 2 2

Where:
odds = odds of the event happening during the defined period = P/(1 − P)
x

1
 to x

k
 = indicators of the prognostic profile

a = intercept and b
1
 to b

k
 = beta coefficients of the corresponding x

Step-2:
We transform the fitted model into a probability function:

Probability of the event ever happening during the defined period = P
E

PE = - + + +¼+

1
1 1 2 2e a b x b x b xk k( )

Where:
e = the natural number (~2.71)

When the aim is to know about the event’s cumulative occurrence at a multitude 
of time points, two main options are open for the modeling. Either one bases the 
prognostic models on survival analysis/Cox regression, for which we refer to the 
next section, or, one aims for the construction of smooth-in-time risk prediction 
functions, for which we refer to Hanley and Miettinen (2009).

24.4.5 Validation of Probability Functions

Distinction can be made between internal and external methods of validation 
(See also: Sect. 6.6.3 of Chap. 6).
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24.4.5.1 Internal and External Validation Methods
Internal validation methods commonly made use of in prognostic studies include:
• Split-sample validation
• Cross-validation
• Bootstrap validation

In split-sample validation the sample is randomly divided in two groups, usually 
50 % / 50 %. One group will be used to create the model, the other group to verify 
model performance. This classical approach has many drawbacks:
• Not all data are used for development/performance assessment
• Perceived ‘unlucky splits’ may lead to a temptation to do repetitions until a 

‘lucky split’ arrives
In the cross-validation method the sample is randomly divided into equal size 

small groups e.g. 10 times 10 %. Successively, each of the small groups serves to 
validate a model developed with all other groups together. This is repeated about 50 
times until stable results are obtained. It is a more cumbersome procedure, but has 
fewer drawbacks than the split-sample method.

In bootstrap validation one estimates the standard error and confidence 
interval of the outcome parameter estimates, in this case of the coefficients in the 
risk prediction model, obtained in a large number of random samples with replace-
ment (of size N) drawn from the original sample (of size N). The samples are 
different because, each time, some of the original sample items are selected more 
than once and others are not selected. A risk prediction model, usually about 
150–200 in total, is derived for each sample and its performance evaluated 
both on that bootstrap sample and on the original sample. This method allows 
(1) assessing whether the performance of the original model was overly optimistic, 
(2) correction for optimism. Many of the commonly used statistical packages can 
do bootstrapping.

External validation methods are based on the application of the risk model 
on subjects whose data were not used for model construction, for example more 
recent patients, patients from another site e.g. from another country, from 
another study.

24.4.5.2  Prediction Model Performance Parameters  
and Model Updates

Quantifying the performance of a prediction model may involve:
• Estimating the variance explained by the model and the size of the standard 

errors of the coefficients
• Accuracy of prediction can be assessed by comparing goodness of fit of predicted 

and observed risks, which can be done separately in – for example, quartile- 
defined – categories of predicted risk

• When the predicted risks can be meaningfully dichotomized into high e.g. requiring 
some form of action, or low, the area under the ROC curve is frequently taken as a 
parameter
Competing models are compared in respect of the above parameters. In such 

comparisons, however, the performance parameters need to be ultimately judged in 
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the light of the relative parsimony of the competing models: when two models have 
about the same performance, the one with the least number of predictor variables 
tends to be preferred.

Prediction models, once applicable to a population, may require updating after some 
time. Making a model applicable to another population also requires re- calibration, 
mainly because the intercept tends to differ between populations. An extensive 
overview of issues and practical methods of developing validated clinical prediction 
models can be found in Steyerberg (2009).

24.5 Time-to-Event Analysis

24.5.1 Time-to-Event Analysis (or Survival Analysis)

Time-to-event analysis (or survival analysis) is an analytical strategy originally 
designed to assess time to death and can be used in e.g. prognostic studies. 
However, the analysis has much broader applications than to assess time to events 
such as diseases, time to vaccination etc., and is an essential statistical tool when 
the follow- up time of the participants are different and when the time of an event is 
of importance. Time-event-event analysis takes the time each person (or case) con-
tributes into the denominator to assess the risk of an event (which could be death 
in a traditional survival analysis) at each time point. In time-to-event analyses (See: 
Panel 24.4), each person will at end of follow-up either have had a predefined event 
(e.g. death or studied disease) or be censored (not having had the predefined event 
yet). It is important to keep in mind that censored cases might experience the event 
at any time after the observation time is completed. This is however unknown to 
the analysis.

Panel 24.4 Terminology Related to Time-to-Event Analyses

Censoring Term used in time-to-event analysis to indicate that a participant did 
not experience the studied event (e.g., disease or death) at end of follow- up 
or when the participant was lost to follow-up

Cox regression A regression method using time-to-event analysis with the 
assumption of proportional hazard (see text)

Hazard ratio The parallel term to risk ratio in time-to-event analyses/
hazard regression

Kaplan-Meier table A table presentation of survival data
Survival function A fitted model for the probability of not having the outcome 

of interest (e.g., death) as a function of individual follow-up time and 
sometimes other variables as well

Time-to-event analysis (or survival analysis) An analytical strategy originally 
designed to assess time to death and can be used in e.g. prognostic studies
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24.5.2 Life Tables and Kaplan-Meier Plots

Time-to-event analysis could be presented in e.g. a life table or with a Kaplan-Meier 
plot.

A life table is a table presentation of survival data where the time variable is 
first divided into smaller pieces, and the risk of event at each time is calculated by 
the number of events during the time period and dividing it by the number of cases 
at the start of the period. The Kaplan-Meier estimator is a commonly used time-
to-event analysis, similar to a life table but using exact survival times among the 
cases to make time stratification, and can be used to make Kaplan-Meier plots. 
This will generally give slightly more precise estimates than the conventional life 
tables. See Fig. 24.5 for an example in how data can be presented with a Kaplan-
Meier plot.

24.5.3 Time-to-Event Analysis for Retrospective Information 
Collected Cross-Sectionally

It is also possible and sometimes beneficial to utilize time-to-event methods for 
cross-sectionally collected data with retrospective information. As an example, 
when collecting data on breastfeeding duration during a vaccination visit e.g. at 
15 months, not taking censoring into account will give sub-optimal estimates of the 
duration. Let us make an example to illustrate this with a group of 30 children. Ten 
of these children breastfed for 6 months, 10 children breastfed for 12 months and 
ten children breastfed for 18 months. If all these children were assessed at the age 
of 15 months (e.g. nested to a vaccination program), an analysis excluding children 
not having experienced the event would result in an estimate of median and mean 
breastfeeding duration of 9 months (95 % confidence interval of the mean is 7.6–
10.4) due to the exclusion of the third with the longest duration. Thus, the duration 
estimates would have been biased to a shorter duration.

The true median and mean duration is 12 months. When using Kaplan-Meier 
survival analysis, the estimate for mean breastfeeding duration will be 11 months 
(95 % confidence interval 9.7–12.3) and 12 months for median breastfeeding 
duration. We can see that the 95 % confidence interval of the mean with restricted 
analysis without using survival analysis does not include the true value while survival 
analysis gives a good estimate. For such a study, the reliability and validity of the 
reported information is essential as recalled information might be a source of 
information bias.

24.5.4 Assumptions on Timing of the Events and Censoring

Even in a prospective study, it is often necessary to make some assumptions regard-
ing time of the events. We might know that in a given study visit e.g. at 12 months 
of age, the studied event has not happened. Further, we might know that in the next 
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study visit e.g. at 16 months of age, the studied event has happened, but not exactly 
when it happened. In other words, it could be at any time between 12 and 16 months. 
This is often referred to as interval censoring (but will be indicated as an event and not as 
censored in the analysis). We have different choices for which time point the analysis 
should assume that the event happened on. One option is to use the mid- point assumption 
and assume that events in average have occurred in the mid of unknown time ranges, 
in other words at 14 months. Another option is to make a right-point assumption, 
assuming it took place at end of the range, in other words at 16 months in the example 
above. Both of these will often be regarded as imputation techniques, and might cause 
biased estimates. A third option is to estimate the timing based on a model taking 
information at the visits into account (e.g. linear trends). The larger the range of uncer-
tainty is (which is often related to the frequency of visits for data collection), the larger 
will the importance of the choice how it should be handled be.

24.5.5 Time-to Event Regression Models

It is also possible to use regression analysis to assess determinants/predictors which 
are associated with the time-to-event. The most commonly used analysis methods 
are based on a proportional hazard model such as the Cox regression. One of the key 
assumptions is that the risk of event (hazard) is proportional at each time point for 
each value label of the assessed co-factors. E.g. when assessing the hazard (risk) for 
a cardiac event and comparing this between women and men, the hazard ratio 
(which is parallel to risk ratio in time-to-event data) between women and men at e.g. 
50 years of age should be relatively similar to the risk-ratio between women and 
men at 70 years. If this assumption is severely violated, the Cox regression model 
might not be preferred, and other strategies such as log rank test could be consid-
ered. A log rank test is a chi square based test which takes the order of the events in 
the different strata into account, but not the exact timing. In the example above 
comparing gender and cardiac events, the rank of the age in each gender would be 
calculated for all cases in both men and women (the youngest age at the first cardiac 
event would be ranked 1; the second youngest age would be ranked 2 etc.). If the 
average ranks in each gender are significantly different from what is expected by 
chance, the time to cardiac event would be regarded as significantly associated with 
gender. In a Cox model, the time variable should also be on a continuous scale and 
censoring should occur randomly (which can be assessed with e.g. Martingale 
residual plots). Cox regression utilizes a gamma distribution. In addition, general 
assumptions for regression analyses are applicable also for time-to-event models.

24.5.6 Alternative Models for Time-to Event Regression

In some cases, time-to-event follow a more predictable pattern that can be modeled 
more exactly than the techniques described above. This could be when the time-to-event 
can be modeled with e.g. Weibull (e.g. gradually decreasing hazard), Exponential 
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(constant hazard), Gompertz or Log-logistic distributions. These techniques will not 
be covered here. It is also possible to use time-to-event analysis to take several 
events into account in the same analysis. This book will not cover that.

For further introductory reading about time-to-event analyses, we refer to 
Breslow (1975), Lee and Go (1997), and Leung et al. (1997).

24.6 Cost-Effectiveness Analysis

A wide range of methods for economic evaluation are used, and the common feature 
is that they simultaneously consider both intervention costs and associated health 
outcomes. These concepts were introduced separately in Chap. 10, but in this chap-
ter we consider them jointly and introduce techniques for addressing whether health 
care interventions can be considered to be cost-effective (See also: Panel 24.5).

24.6.1 Taxonomy of Methods for Economic Evaluation  
of Health Interventions

Assessment of cost-effectiveness of an intervention must always be made with ref-
erence to a specified comparator intervention. In other words, an intervention can 
only be cost-effective, or not, compared to something else. The comparator is 
 typically the current standard of care, but best alternative practice or no treatment 
alternatives are also commonly used as comparators.

Panel 24.5 Selected Terms Relevant to Cost-Effectiveness Analysis

Average Cost Effectiveness Ratio (ACER) The ratio of costs and effectiveness 
of an intervention compared to an implicit alternative intervention (often 
“no treatment”).

Comparator The intervention being included for comparison in an economic 
evaluation (e.g., current standard of care, best alternative practice, no 
intervention)

Cost Benefit Analysis (CBA) Economic evaluation in which both costs and 
outcomes are expressed in monetary terms

Cost Effectiveness Analysis (CEA) Economic evaluation involving the use 
of simple natural units as outcome measures

Cost Minimization Analysis (CMA) Economic evaluation where outcomes 
are assumed to be identical for the compared interventions

Cost Utility Analysis (CUA) Economic evaluation involving the use of 
an outcome measure combining mortality and morbidity, usually quality 
adjusted life years (QALYs) or disability adjusted life years (DALYs)

(continued)
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Cost effectiveness acceptability curve (CEAC) Output from PSA, indicating 
the probability that an intervention is cost-effective relative to its comparator

Deterministic cost effectiveness analysis A CEA that use point estimates 
for parameter values, while uncertainty can be explored using sensitivity 
analyses (one- way, two-way or multi-way)

Explicit budget A situation where the available amount of funds for a priority 
decision is known

Extended dominance A situation where an intervention has a higher ICER 
than the next more effective alternative, implying that the intervention is 
strongly dominated by a combination of two alternatives

Implicit budget A situation where the exact amount of funds available for 
a priority decision is undefined, in which case priority setting can be based 
on willingness to pay for health assessment

Incremental costs The cost difference between two mutually exclusive 
intervention alternatives

Incremental Cost Effectiveness Ratio (ICER) The ratio of incremental 
costs and incremental effectiveness between two intervention alternatives 
that are mutually exclusive

Incremental effectiveness The difference in effectiveness between two 
mutually exclusive intervention alternatives

Monte Carlo simulation A process where a model is evaluated by making 
a large number of random draws from a set of distributions, and where 
expected values are calculated for each simulation

Mutual exclusiveness Situation where costs and effectiveness of an 
intervention is influenced by the other intervention alternatives being 
compared. An implication is that only one of the interventions should 
be given to the patient at the same time (i.e. one treatment regime against 
a disease)

Mutual independence Situation where the costs and effectiveness of an 
intervention are independent of the other intervention alternatives being 
compared. Several interventions can be given at the same time without 
influencing each other

Probabilistic sensitivity analysis (PSA) An analytical approach to consider 
potential impact of parameter uncertainty, involving defining distributions 
for uncertain parameters, combining them in a model using Monte Carlo 
simulation, and presenting the results using e.g. CEACs

Strong dominance A situation where an intervention is more costly while 
at the same time being less effective than its comparator

Willingness to pay (WTP) for health The maximum amount of money 
decision makers are willing to pay for an additional unit of health

Panel 24.5 (continued)
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While the identification and estimation of various types of costs are simsilar 
across economic evaluations, the nature and measurement of health outcomes may 
differ considerably (Drummond et al. 2005). It is the choice of outcome measure 
that classifies studies into different types of economic evaluations.

The simplest economic evaluation technique is cost minimization analysis 
(CMA). A prerequisite for cost minimization is that the health outcomes of the 
alternative programs are identical. If the health outcomes, or health effects, 
are identical for all the alternatives, the cheapest alternative should naturally be 
preferred from an economic standpoint. In cost effectiveness analysis (CEA) 
both costs and outcomes may differ between intervention alternatives. 
Typically, a currently used intervention is compared with an alternative with 
better health outcomes, but which is also more costly. But comparison with less 
costly and/or less effective alternatives can also be done. The outcome measure 
in CEA is a single measure, such as cases averted, life years saved, or deaths 
averted. CEA is foremost useful to compare interventions targeting the same 
condition.

A simple measure, like deaths averted, is insufficient as the outcome measure 
when other factors matter, such as patients’ health-related quality of life. Cost utility 
analyses (CUA) utilize measures of health that combine mortality with morbidity. 
The quality adjusted life year (QALY) and disability adjusted life year (DALY) 
methods combines ill health with mortality into a single numerical expression. 
This makes it possible to compare interventions targeting different types of health 
conditions.

Although CUA has a wider applicability range than CEA, the former method can 
still only be used to compare projects with health-related outcomes. This is unsatis-
factory for projects with outcomes across different sectors. For example, water and 
sanitation projects typically improve population health through improved water 
quality and a more hygienic disposal of waste. At the same time, such projects typi-
cally make living easier for people and save a lot of time that can be used for 
income-generating activities. Thus, sometimes employing only health measures 
underestimates the true benefits of the project. It is therefore sometimes convenient 
to compare all program benefits in monetary terms, the approach that is taken in cost 
benefit analysis (CBA).

Despite the fact that CBAs are easy to interpret, and despite their usefulness in 
cross-sector comparisons, the technique is not common in economic evaluation of 
health programs mainly because the valuation of human life and disability in monetary 
terms is quite challenging (many also find it unethical to place a value on human life). 
CMA on the other hand, is rarely applicable due to the requirement of identical outcomes. 
CEA and CUA have therefore become the most influential techniques for economic 
evaluation in health care.

We have discussed different effect measures in economic evaluations, and observed 
that the choice actually determines whether we are dealing with CMA, CEA/CUA, 
or CBA.

J. Van den Broeck et al.
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24.6.2 Decision Analytical Modeling

Economic evaluation can, by principle, be designed around clinical trials. 
Information such as efficacy, treatment compliance, long term treatment benefits, 
health state preferences, and various costs may be collected simultaneously for both 
the study intervention and its comparators. With this technique, cost-effectiveness 
estimates can be calculated directly using standard mathematical and statistical 
approaches. However, coherent and comprehensive information on all of these fac-
tors are rarely available; therefore, economic evaluations usually combine different 
types of evidence from several sources to develop decision analytical models.

Modeling provides great flexibility regarding the availability of evidence, adapt-
ability to different settings and situations, and opportunities to explicitly model and 
express uncertainties in input variables and in the overall findings. In so-called 
deterministic evaluations, the parameter values are modeled as point estimates, and 
in ex post calculations they are allowed to vary in sensitivity analyses. In probabilis-
tic analyses, on the other hand, the parameter values are treated as distributions, 
meaning that inferences from trials and other data sources are more directly incor-
porated into the models. These two approaches will be briefly introduced below.

24.6.3 Deterministic Cost-Effectiveness Analysis

Average cost-effectiveness analysis (ACEA) is a type of deterministic cost- 
effectiveness analysis based on a very simple mathematical formula, namely the 
cost-effectiveness ratio (CER).

 CER
Costs C

Effects E
=

( )

( )
 (24.6)

The CER estimates how much it costs to obtain a unit of health outcome using 
some specified intervention (e.g., the amount of dollars it costs to avert a malaria 
case by providing bed-nets to the population). This measure, also called the average 
CER, can be used to choose the optimal mix of interventions in a particular optimi-
zation problem (Weinstein 1995). This optimization problem contains a set of rather 
restrictive assumptions, including that the interventions (i = 1, 2, …., N) are not 
repeatable, that their costs and benefits reflect full implementation, and that costs 
and effectiveness of any program are independent of which other programs are 
adopted (‘mutual independence’). The optimal resource allocation, or the allocation 
that gives the highest attainable aggregate health effect within the budget, is obtained 
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by rank ordering the programs according to increasing CER (C
i
/E

i
) and adding 

interventions from the top of the list until the budget is exhausted.
The above decision rule is simple to work out and to communicate to decision 

makers and to medical professionals. However, one of the assumptions of the basic 
model is violated in the most typical application of CEA, namely the assumption of 
mutual independence. CEA is typically used to compare competing alternatives to 
target the same condition, e.g., alternative drugs to treat malaria. In these cases the 
alternative interventions are not mutually independent, since the use of one malaria 
drug will affect the effectiveness of other malaria drugs. In these cases, average 
CERs cannot be used to maximize the health for a given amount of resources 
(Karlsson and Johannesson 1996). Mutual exclusiveness requires modifications of 
the decision rules of the basic CEA model, and can be dealt with by calculating 
incremental cost-effectiveness ratios (ICERs).

24.6.3.1 Incremental Cost-Effectiveness Analysis
When we are dealing with a menu of interventions that are mutually exclusive, the 
decision of which alternative should be given priority depends on the outcome of 
two processes. The first of these processes is to rule out interventions that are domi-
nated, either by strong dominance or by extended dominance. The second process is 
to consider which of the remaining programs maximizes our health objective within 
the limits of the budget. Before we return to these processes, it is useful to make 
some modifications to the basic cost-effectiveness model.

The question typically being investigated in incremental CEA (ICEA) is whether 
or not it is worthwhile to switch from some current standard treatment to an alterna-
tive treatment that is more effective but typically also more costly. In other words, 
we are interested in comparing the additional, or incremental, costs and health 
effects by switching from the old regimen to the new one. The ICER of moving 
from program 1 to program 2 can be expressed as:

 ICER
C C

E E

C

E1 2
2 1

2 1
- =

-
-

=
D
D

 (24.7)

We will use a cost-effectiveness plane (Fig. 24.6A–C) to illustrate the steps of 
ICEA, with intervention effectiveness on the x-axes, and costs on the y-axes. Let’s 
assume a situation in which we are considering to replace current standard of prac-
tice (intervention 0) with one out of four treatment alternatives (interventions 1–4). 
The alternatives are mutually exclusive.

First, consider alternative 1 compared to 0 (current practice). Figure 24.6A illus-
trates that 1 is less effective than 0 and more costly. This can be denoted as C

1
 − C

0
 > 0; 

E
1
 − E

0
 < 0. Alternative 1 is therefore undesirable as replacement for 0, and the 

 correct terminology is that 1 is dominated by 0 by strong dominance. In other words, 
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Fig. 24.6 Graph A 
illustrates how intervention 1 
is strongly dominated by 0, 
while 1′ strongly dominates 
0. Graph B illustrates the 
concept of extended 
dominance, while graph C 
illustrates how willingness  
to pay for health affects the 
choice between two mutually 
exclusive alternatives 3 and 4
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1 should be rejected. Alternatively, let’s imagine that alternative 1 is cheaper and 
more effective (denoted 1′) compared to current practice; or C

1
 − C

0
 < 0; E

1
 − E

0
 > 0. 

In this case the new alternative is preferable, and we say that 1′ dominates 0 by 
strong dominance.

Extended dominance exists when an option has a higher ICER than that of the 
next more effective alternative (Karlsson and Johannesson 1996). In this situation, 
the option is less effective and more costly than a linear combination of two other 
strategies (McGuire 2001). This is the case for intervention 2 in Fig. 24.6A, where 
the ICER for 0–2 is higher (steeper), than the ICER for 2–3.

Rather than giving the same intervention to all patients, it is possible to give 
intervention 3 to some patients, and to continue with current practice to the rest (alt 0). 
By considering Fig. 24.6B, it becomes clear that a combination of interventions 
0 and 3 (0–3) can produce better outcomes at identical cost to intervention 2 (arrow “a”), 
or the same effectiveness at lower cost (arrow “b”). Intervention 2 is therefore 
extendedly dominated by 0–3.

After having ruled out interventions that are either strongly or extendedly domi-
nated, we are left with two alternatives to current practice (3 and 4) that have 
increasing ICERs when they are sorted according to effectiveness. When all domi-
nated alternatives have been ruled out, we are ready to select which of the remaining 
interventions should be funded given the available budget. If we have an explicit 
budget, where the amount of available funds is defined, it is common to list the 
remaining interventions in a league table sorted according to increasing ICERs. 
Since the interventions are mutually exclusive, we start on the top of the list and 
replace interventions till the resources are exhausted (as opposed to ACEA explained 
above, where mutually independent interventions were added).

Often the exact amount of money available for a new intervention is undefined, 
in which case assessment must be made based on assessment of an implicit 
budget. Examples are government agencies like the National Institute of Clinical 
Excellence (UK), which consider economic evidence before (dis)approving 
funding for new drugs.

Implicit budgets involve defining a maximum acceptable value for ICERs, 
sometimes called the willingness to pay (WTP), and sometimes value of ceiling 
ratio or cost-effectiveness threshold. WTP can be illustrated as straight lines in the 
CE-plane (Fig. 24.6C). The decision rule is to fund the best possible intervention 
with an ICER lower than the slope of the WTP curve. In our example this is inter-
vention 3, since the ICER of moving from 3 to 4 is steeper than the WTP curve. One 
could also say that intervention 3 is cost-effective compared to the WTP threshold, 
whereas intervention 4 is not.

24.6.3.2 Sensitivity Analyses
Above we have assumed that costs as well as health effects are certain and can be 
described by point estimates. This is hardly ever the case. In fact, the presence of 
uncertainty is sometimes mentioned as a reason for why economic evaluations are 
important in the first place (Drummond et al. 2005). CEA can be used to quantify 
different sources of uncertainty and analyze whether or not they are likely to influ-
ence decisions to implement health interventions. If the findings and conclusions 
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are sensitive to changes in parameter values of key variables, then the analysis is not 
robust, and the firmness of the conclusions must be modified accordingly.

The simplest and most commonly performed sensitivity analyses are so-called 
one-way analyses, in which one parameter value is varied at a time, while all the 
others are being kept constant. For example, in an economic evaluation of preven-
tion of mother to child transmission in Tanzania, one-way analysis demonstrated 
that the interventions were more cost-effective in areas with high maternal HIV 
prevalence than in low prevalence areas (Robberstad and Evjen-Olsen 2010).

One-way analyses are simple to perform and provide output that is easy to inter-
pret, but the information is insufficient because usually there is uncertainty in many 
variables. It is therefore more realistic to undertake multi-way analyses, where two 
or more variables are varied at a time (Drummond et al. 2005). In two-way analyses 
the output can be illustrated and interpreted in figures or tables, but as more param-
eters are included multi-way analyses soon become difficult to illustrate and even 
more difficult to interpret. Scenario analyses, like best-case, base-case, and worst- 
case analyses, illustrate potential consequences of combining the most optimistic, 
realistic, and pessimistic estimates, respectively.

24.6.4 Probabilistic Sensitivity Analysis

The classical sensitivity analyses described above are important to explore param-
eter uncertainties, but they are not well suited to model interactions between sources 
of uncertainty and to illustrate overall model uncertainty. In probabilistic sensitivity 
analysis (PSA) probability distributions replace point estimates as input into the 
decision analytical model (Briggs 2001). A range of alternative distributions can be 
used, and the choice should reflect the nature of the data. Gamma distributions are, 
for example, common choices for cost parameters, because they, like costs, are con-
strained on the interval 0 to positive infinity. Beta distributions, on the other hand, 
better reflect the binomial nature of probabilities (Briggs et al. 2006).

The decision analytical model combines values and calculate outcomes based on 
random draws from the distributions in a process called Monte Carlo simulation. 
The simulation generates a large number of cost/effect pairs that can be plotted in a 
cost-effectiveness plane (Fig. 24.7A). Mean ICERs, standard deviations and confi-
dence intervals can be calculated using standard statistical methods. Such “clouds” 
of cost-effectiveness observations are well suited to illustrated overall model uncer-
tainty, but interpretation and selection of interventions becomes challenging because 
the clouds often overlap both with each other and across the axes in the diagram.

Cost effectiveness acceptability curves (CEACs) provide a solution to the chal-
lenges of interpreting scatterplots from Monte Carlo simulation, and have become a 
standard method to report results in cost effectiveness and cost utility analyses 
(Fig. 24.7B). In Fig. 24.6C above intervention 3 was cost-effective compared to the 
WTP, while intervention 4 was not. The CEAC simply illustrates how many of the 
ICER pairs from a Monte Carlo simulation that falls below the WTP threshold, or 
in other words, the probability that an intervention is cost-effective (Briggs 2001). 
Figures 24.7A, B illustrate the relationship between the cost-effectiveness plane and 
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the CEAC, and how the probability of an intervention may change with different 
levels of WTP. Probabilistic sensitivity analyses with CEACs produce output that 
are directly applicable to decision makers, while at the same time being explicit 
about the level of uncertainty surrounding the advice. The method provides decision 
makers with direct advice about which interventions to finance, based on the deci-
sion makers’ own perception of the societal willingness to pay for health. Since the 
readers actively have to assess the willingness to pay in order to interpret the find-
ings, the danger of the analyst imposing personal values on the decision maker is 
smaller. This makes acceptability curves less value-laden compared to classical 
incremental CEA, where the definitions of cost-effectiveness are more implicit.

In this chapter we discussed a selection of frequently employed methods of 
statistical modeling. A special topic in modeling is the meta-analysis, in which 
data from multiple studies (i.e., meta-data) are analyzed. A meta-analysis 
is almost always preceded by a systematic literature review to identify all 
relevant studies containing meta-data. We discuss both systematic reviews 
and meta-analyses in the next chapter.

Fig. 24.7 Graph A provides the output from a Monte Carlo simulation in which a pneumococcal 
vaccine is compared to no vaccination in Norway (Robberstad et al. 2011). The 1,000 cost- 
effectiveness pairs from the simulation appear as a “cloud”. Graph B shows how the probability of 
the vaccine being cost-effective increases with increasing willingness to pay
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